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Medical Imaging
In this unit, we will study the physics of medical imaging. We will focus on five
techniques: ultrasound, x-ray (radiography), electron microscopy, magnetic
resonance imaging (MRI), and electrocardiography (EKG). Each of these applies
principles that we have studied previously, including electric and magnetic fields,
waves, and quantum mechanics. The unit will culminate with you building a
mathematical model for diagnosing a disease based on images.

PHYSICS CONTENT
• Sound Waves & Doppler Effect
• Electromagnetic Spectrum
• Electric & Magnetic Fields
• Quantum Mechanics
SCIENCE & ENGINEERING PRACTICES
• Asking questions & defining problems
• Developing and using models
• Using mathematics and computational thinking
• Engaging in argument from evidence
CROSS-CUTTING CONCEPTS
• Energy & Matter
• Patterns
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Reading: Introduction to Medical Imaging
Medical imaging allows doctors and other health care professionals to diagnose injury
and disease that are not visible to the naked eye. Different imaging techniques reveal different
aspects of the human body: x-rays can show us bone structures, MRI scans can uncover the
workings of the brain or other organs, ultrasound reveals the secrets of unborn babies.
Medical imaging is an
interdisciplinary field; physicians work with
biomedical engineers to develop new
technologies. Technicians such as
radiographers and sonographers work directly
with patients to create the images used by
physicians to make a diagnosis. Medical
physics is the field of study that applies
physics to medicine or health care, and
includes radiation oncology, ultrasound
technology, radiology (x-ray), and nuclear
medicine. These physicists work closely with
physicians, sonographers, and/or
radiographers to make a diagnosis. Some
medical physicists have a clinical license to
work with patients directly.

Figure 1: Ultrasound image of my son.

In this context, what does it mean to make an image? A medical image is not an optical
image such as would be formed by a camera or a microscope. A medical image is a
representation of an organ or tissue inside the human body that we cannot see directly. In this
sense, a medical image is a scientific model that can be used to describe and make predictions
about a system that would otherwise be invisible. Making these images is not as simple as taking
a picture with a camera. The term image processing refers to the computer models that take the
output from the imaging devices and piece it together in a way that a physician can use it to
make a diagnosis. One of the reasons that imaging technology has improved over the years is
that we have better computational algorithms for processing the data generated by these medical
devices.
In this unit, we will focus on the following forms of medical imaging:
•
•
•
•
•

Ultrasound
Radiography (x-ray)
Electron Microscopy
Magnetic Resonance Imaging (MRI)
Electrocardiograms (EKG)

The first three techniques on this list employ various types of waves to make their
images. The smaller the wavelength of the wave, the smaller the object that can be imaged.
Ultrasound waves have wavelength of approximately 1 mm, which means they can image tissues
in the body. X-rays are about 10 nm. Electron waves are quantum mechanical in nature and have
a wavelength of 2.5 pm (2.5 × 10−12 m). This means that electron microscopy can be used to
generate high resolution images of very small objects, such as cells and microchips.
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The last two imaging techniques (MRI and EKG) take advantage of electric and magnetic
fields in the body. Electric fields in the body are caused by differences in concentration of ions in
our cells. Magnetic fields in the body are a quantum mechanical effect caused by the spin of the
nuclei in the atoms that make up our body. Our study of electromagnetism will help us to
understand these devices.

Figure 2: Potentially dangerous cells detected by artificial intelligence are highlighted by the dotted line in the right
image. These abnormal cells are difficult to detect with the naked eye. (Image credit: Harvard University)

Increasingly, doctors are relying on artificial intelligence (AI) to help interpret medical
images. This is primarily done through machine learning. For example, an AI program is given a
set of images that represent a healthy brain and then is given a set of images that have a
particular type of tumor. The computer looks for patterns in the images and creates an algorithm
that can be used to sort the images into two categories – healthy or not. After the first algorithm
is created, the AI is asked to classify images that it hasn’t seen before. The results are revealed,
and the ones that the AI got wrong are used to improve the algorithm. Algorithms such as this
have been shown to be as good as doctors (and better than new doctors!) at identifying
abnormalities.
The project for this unit will be build a diagnostic model, such as the models used by the
artificial intelligence algorithm. You will take a data set, look for patterns, and develop a
mathematical model that can make a prediction about whether or not a patient should undergo
further testing.
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Medical Imaging: Questions & Problems
Medical imaging is an interdisciplinary field. It requires collaboration among scientists,
engineers, and physicians. These various professional need to work together because they each
approach the problem of medical imaging in different ways.
1. Based on what you know now, what questions do you have about medical imaging? Write at
least three. Do this first step individually.

2. Compare questions/problems with the other members of your group. Sort your questions into
three categories: science, engineering, and medicine. Science questions will be about
studying fundamental principles behind how the devices work or how the human body
works. Engineering questions are about how the device is designed or constructed. Medical
questions are about how the devices are used with patients to make a diagnosis.
Science

Engineering

Medical

3. The basic role of biomedical engineers is to solve problems. What problems are being solved
by designing new imaging technologies?

6
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4. Scientists study fundamental questions about how the world works. What questions could
scientists investigate using these devices?

5. Imagine you are a physician. What do you want an imaging device to do for you and your
patients? What would be your goal in using the device?

6. How could scientists help achieve that goal? How could engineers help achieve that goal?
What’s the difference?
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Reading: Radiography
Radiography is the subfield of medical imaging that focuses on x-ray technology. The
body is opaque to visible radiation; it cannot pass through our skin to make an image. However,
x-rays have a higher energy, which means that the skin and soft tissues are transparent to x-rays.
Images are formed because tissues in the body absorb varying amount of energy from incident xrays.

Electromagnetic Radiation
X-rays are a type of radiation that is part of the electromagnetic spectrum (which is the
fancy physics way of saying light waves). It is called electromagnetic radiation because it is
made up of electric and magnetic fields that oscillate through space and time, as shown in the
figure below.

Figure 1: An electromagnetic wave.

The electromagnetic spectrum contains light of many different wavelengths. The
wavelength is the distance between two peaks on a wave (see Figure 1) and is represented by the
Greek letter lambda (λ). Each wavelength corresponds to a certain region or color of the
spectrum, as shown in Figure 2. We can see with our eyes the part of the spectrum that is in the
visible, which has wavelengths of about 400-700 nm. X-rays are at the high frequency end of the
spectrum. The wavelength is approximately the size of an atom.

Figure 2: The electromagnetic spectrum. (Image credit: Wikipedia)
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Where does electromagnetic radiation come from? There are two possibilities that will be
discussed below:
(1) Antennas connected to AC circuits, or
(2) Interactions between light and matter.

Antennas

We have seen that electricity and magnetism have a very close relationship. In fact, they
are just two different aspects of one unified force, what we call electromagnetism. Faraday’s
Law tells us that a changing magnetic field can produce an electric field, and Ampere’s Law
(modified by Maxwell) tells us that a changing electric field can produce a magnetic field. This
means that an electric field can produce a magnetic field, which can in turn produce an electric
field, which produces a magnetic field and on and on. When this oscillation continues to cycle,
we get electromagnetic waves (also known as electromagnetic radiation). But this only occurs if
both the E and B fields are changing with time.
Recall that the AC generator puts out a current that varies sinusoidally with time. We can
connect this current source to a wire and make an antenna. In the antenna, the flow of electrons is
constantly changing as the current oscillates. This changing electric field induces a changing
magnetic field in the space around the antenna. The resulting electromagnetic wave propagates
out across space. This is how radio and TV antennas work. X-rays could also be generated this
way, but antennas are more commonly used with lower energy electromagnetic radiation.

X-Ray Production
To produce high energy radiation, we need a different method. X-rays are produced using
a process that takes advantage of the Bohr model of the atom. High energy electrons are incident
on a piece of metal. The incident electrons transfer energy to the metal, which excites the
electrons in the atoms in the metal to a higher energy state (see Figure 3).
𝐾𝐾𝛽𝛽

𝑛𝑛 = 3
𝐾𝐾𝛼𝛼

𝑛𝑛 = 2

𝑛𝑛 = 1

Figure 3: An incoming photon causes an electron to be excited to a higher energy state (shown in green). When the
electron falls to a lower energy state (shown in orange), it releases a photon with energy equivalent to the difference
of the two energy levels.

When the electron falls back to a lower energy level, it emits a photon of a particular
wavelength. These transitions are referred to as the 𝐾𝐾𝛼𝛼 and 𝐾𝐾𝛽𝛽 photons. The characteristic K
lines refer to electrons that are dropping from a higher energy level to the ground state. For
example, 𝐾𝐾𝛼𝛼 is emitted when an electron drops from the n=2 state to the n=1 state, and 𝐾𝐾𝛽𝛽 is
Medical Imaging: Student Reader
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emitted when an electron drops from the n=3 state to the n=1 state. This process produces a few
characteristic x-rays, as shown in Figure 4.

Figure 4: Characteristic x-rays from a Rhodium target.
(Image credit: Wikipedia)

X-Ray Detection
Traditionally, x-ray images are captures using photographic film or digital sensors. This
is called projection radiography. Projection radiography is most useful for looking at hard
tissues, such as teeth and bones. If you have ever had a dental x-ray done or broken a bone, this
is the type of image that was created. The x-ray image is formed because different biological
tissues absorb energy from the x-rays at different rates.
The intensity of the radiation drops off exponentially as it penetrates the tissues in the
body. The rate that the intensity drops off is characterized by the attenuation coefficient (which
could be either a mass attenuation coefficient or a linear attenuation coefficient). For 20 keV
x-ray radiation, the mass attenuation coefficient for bone is 4.001 cm2 /g . Compare this to 0.568
cm2 /g for fat and 0.821 cm2 /g for muscle. This means that the bone is absorbing energy
approximately eight times faster than the fat and almost five times faster than the muscle.
When you have an x-ray taken, your body is placed between the x-ray source and the
photographic plate or digital sensor. In this arrangement, the image that is formed is essentially a
shadow of the incident x-rays. The bones, which appear white on the x-rays, have blocked the
radiation and therefore the film is not exposed in those places. The soft tissues allow some
fraction of the radiation to pass through and expose the film (or be detected by the photosensor).

Tomography
A projection radiograph is a two-dimensional image of a three-dimensional body. This
can make it difficult to determine what exactly is casting the shadow on the x-ray film. A
computing tomography (CT) scan uses x-ray technology to make a three-dimensional image. It
does this by taking many x-ray scans to produce cross-sections of the body, as shown in Figure
5. A computer then takes the digital signals and computationally adds them together to create
three-dimensional images.

10
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Figure 5: CT Scan of the brain. (Image credit: Wikipedia)

Ionizing Radiation
There is some risk to using x-rays as an imaging technique. X-rays are high enough
energy that when they transfer energy to an atom, there is a change that the electron will not be
excited to a higher state, but rather will be released from the atom entirely! For this reason, xrays are sometimes referred to as ionizing radiation. (As opposed to non-ionizing radiation,
such as microwaves.) Ionized atoms and molecules can interfere with the inner workings of the
cell. Sometimes this kills the cell, and sometimes it causes cancer. Because of this risk, you will
be asked to cover yourself with a lead vest when you get an x-ray. This minimizes your exposure
to the harmful radiation because lead has an extremely high attenuation coefficient; it absorbs
almost all of the harmful radiation. On the other hand, some cancer treatments exploit ionizing
radiation. Tomotherapy is a radiation treatment for cancer that focuses x-rays on the cancerous
cells, with the goal of killing them.
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Tutorial: X-Ray Emission
X-rays are produced when high-energy electrons
strike a metal target, such as molybdenum. We’ll use
a conservation of energy model to understand how
this system works.
First, we need to accelerate the electrons up to a high
speed. We do this by heating up a filament, which
causes the electrons to be ejected through a process
called thermionic emission. Thermionic emission is
similar to the photoelectric effect. If enough energy is
present in the system, the electrons will be ejected.
The filament is designed to have a relatively low work
function, so the electrons are easy to eject.
1. The electrons are then accelerated by an electric
field. Look at the diagram. What is creating the
electric field?

2. The cathode (filament) is where the electrons are
ejected. This is the negatively charged electrode.
Where on the diagram is the positive electrode?

3. What direction is the electric field in the diagram? What direction is the force on the
electrons? Explain.

4. The voltage source is 45,000 V. Given this, what is the electrical potential energy of the
electrons when they leave the filament? Find your answer in both eV and Joules.
Helpful information:

5. Do the electrons gain or lose energy as they travel from the
filament to the metal target? Explain.

12

1𝑒𝑒 = 1.6 × 10−19 𝐶𝐶

1𝑒𝑒𝑉𝑉 = 1.6 × 10−19 𝐽𝐽
ℎ𝑐𝑐 = 1240 eV − nm

𝑚𝑚𝑒𝑒 = 9.1 × 10−31 kg
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6. What is the approximate kinetic energy of the ejected electrons when they read the metal
target? Find your answer in both eV and Joules.

7. Calculate the velocity of the ejected electrons. (Note that energy must be in Joules to get
velocity in meters per second.)

The electrons then strike the metal target and cause x-rays to be emitted. This process is again
similar to the photoelectric effect, but in reverse. Instead of photons hitting a metal to eject
electrons, we have electrons hitting a metal to emit photons. We use the photoelectric effect
equation to describe this process:
𝐾𝐾𝐸𝐸𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒 = 𝐸𝐸𝑝𝑝ℎ𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜 + 𝜙𝜙𝑜𝑜

8. If our target is molybdenum, the work function is 4.55 eV. Given this:
a. Compare the work function to the kinetic energy of the electron (in eV). Is this a
significant amount of energy? How can we use this fact to simplify the above expression?

b. The energy of the x-ray photon and the predicted wavelength of the emitted x-ray photon.

c. Compare this to the energy and wavelength of a visible photon.

9. Compare your result to the graph at right,
which shows the x-ray spectrum for
molybdenum. How does your result compare?
What is the significance of the number you just
calculated?
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10. What else do you notice about the graph? Why might x-rays be emitted at longer
wavelengths? (Hint: do all of the electrons hit the target with the same energy?)

The thermionic emission, like all thermal processes, is a somewhat random event. This means
electrons are emitted with a range of energies. The “bremsstrahlung” (or braking) radiation refers
to the smooth background curve. This is emitted when electrons slow down as they hit the target,
but do not have enough energy to excite the electrons in molybdenum.
11. The sharp peaks are called characteristic peaks and depend on the metal. In this case, we are
using a molybdenum target. Why do the peaks depend on the target?

The photons that are emitted depend on the atomic structure of the metal. The incident electrons
can add energy to the metal, which bumps electrons up to higher energy levels. When the
electron falls back to a lower energy level, it emits a photon of a particular wavelength. These
transitions are referred to as the 𝐾𝐾𝛼𝛼 and 𝐾𝐾𝛽𝛽 photons. The characteristic K lines refer to electrons
that are dropping from a higher energy level to the ground state. For example, 𝐾𝐾𝛼𝛼 is emitted
when an electron drops from the n=2 state to the n=1 state, and 𝐾𝐾𝛽𝛽 is emitted when an electron
drops from the n=3 state to the n=1 state.
12. Use the diagram on the previous page to calculate the change in energy (Δ𝐸𝐸) of the atom
when the 𝐾𝐾𝛼𝛼 and 𝐾𝐾𝛽𝛽 x-rays are emitted.

13. Sketch an energy level diagram for molybdenum that shows the 𝐾𝐾𝛼𝛼 and 𝐾𝐾𝛽𝛽 transitions. Use
your calculations above as a guide.

14
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Radiation dosage is measured in units of Sieverts (Sv), which is equivalent to 1 Joule/kg. More
commonly, you will see units of milli-sieverts (1000 mSv = 1 Sv).
14. A 120 kg patient receives a dose of 10 mSv during a CT scan of her abdomen. How many
Joules of energy did she absorb from the x-rays?

15. If the patient was irradiated with 𝐾𝐾𝛼𝛼 photons from molybdenum, how many x-ray photons
does this correspond to?

Medical Imaging: Student Reader
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Reading: Ultrasound
Ultrasound technology is used for a variety of applications, including medical imaging,
therapeutic treatments, and SONAR. We’ll focus here on the medical imaging applications, but
the physics is the same in all of these applications. Ultrasound imaging is particularly useful for
looking at soft tissues, such as prenatal screenings, colorectal surgery, or echocardiography.
Ultrasound imaging is safer than many other imaging technologies because it uses sound waves,
which do not produce harmful radiation. There is heat generated in the process of making an
ultrasound, which can warm the muscles. For this reason, ultrasound is sometimes used for
therapeutic purposes in addition to imaging.

Sound Waves Basics
An ultrasound wave is a sound wave with a frequency above the range of human
hearing. Medical ultrasound devices work at 2-15 MHz (1 MegaHertz = 106 Hz). We’ve
studied light waves previously. In many ways, sound waves behave similarly to light waves, but
there are a few key differences that we will explore here.
First is that sound waves need a medium to travel through. A sound wave is a vibration of
the particles in the medium, without a medium the sound wave cannot travel. This is an example
of a longitudinal wave (sometimes called a pressure wave), shown in Figure 1. It is called a
pressure wave because the “wave” in this case is a change in pressure. Where the particles are
vibrating more, there is an increase of pressure. This is called compression. Where the particles
are vibrating less, there is a decrease of pressure, called rarefaction.

Figure 1: Sound waves are longitudinal waves. (Image credit: Hyperphysics)

In a longitudinal wave, the particles in the medium oscillate in the same direction that the
wave is traveling. (You can remember this as: the oscillation is along the wave.) Note that this is
different from a transverse wave, where the oscillation is perpendicular to the direction of
propagation. (The mnemonic here is: the “T” in transverse looks like the symbol for
perpendicular:
.) If you were to make these waves on a slinky, this corresponds to how you
move your hand to make the wave (Figure 2).

16
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The frequency of a sound wave is the number of vibrations per second, measured in
1
Hertz. One Hertz is one oscillation per second �1 𝐻𝐻𝐻𝐻 = 𝑠𝑠 �. Period is the time required for one
complete cycle, measured in seconds. Period is inversely proportional to the frequency:
1

𝑇𝑇 = 𝑓𝑓

(1)

Where T is the period and f is the frequency.
The wavelength of the sound wave is the
distance between compressions, or peak pressure
points. Wavelength is measured in meters.
Similar to our previous study of light waves, we
can say that the velocity of the wave is the
wavelength times frequency:
𝑣𝑣 = 𝜆𝜆𝜆𝜆

(2)

Where v is the velocity, 𝜆𝜆 is the wavelength, and f
is the frequency.

Figure 2: Longitudinal and transverse waves on
a slinky. (Image credit: Teacheroo.com)

Because sound waves propagate through a
medium, the speed is much lower than the speed of light. This velocity depends on the medium
that the sound wave travels through and can be affected by factors such as air temperature and
pressure. The velocity of sound in air at standard temperature and pressure is 343 m/s.
Sound waves travel faster through solids than through gases because the particles are
closer together. This makes the energy transfer through the medium more efficient. The speed at
which a sound wave travels through a medium is called acoustic velocity. In a solid, such as the
soft tissue in the body, the speed is determined by the density and stiffness of the medium.
𝜅𝜅

𝑣𝑣 = �𝜌𝜌

(3)

Where 𝜅𝜅 is the stiffness of the material (resistance to compression) and 𝜌𝜌 is the density of the
medium. The acoustic velocity in soft tissues ranges from 1400 to 1640 m/s.

The amplitude of the wave is proportional to the amount of energy being transferred.
Unlike light waves, sound waves will lose energy as they travel through a medium. The amount
of energy that they lose is characterized by the attenuation coefficient, which represents the
decrease in the amplitude of the wave over a given distance. Higher frequency waves have a
larger attenuation coefficient, which means that they cannot penetrate as far into the body as
lower frequency waves.

Reflection & Refraction
As with light waves, sound waves will both reflect and refract at a surface, as shown in
Figure 3. Part of the energy from the sound wave will reflect off the surface at an angle equal to
the angle of incidence. The other part of the wave will be transmitted through the surface, but the
wave will be bent (refracted). To minimize interference effects, medical ultrasound devices
typically send sound waves in perpendicular to the surface.
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Ultrasound works primarily based on the principle of reflection. A sound wave (a pulse)
is produced by the device, which then bounces off a surface and is reflected back towards the
source. Measuring the amount of time that it takes for the pulse to return to the device can tell us
how far away the surface is. This is called echolocation in animals. Physicists call it a time delay
or echo time. The relationship between the time delay and the distance to the object is based on
the definition of velocity:
𝑣𝑣 =

Δ𝑥𝑥

(4)

Δ𝑡𝑡

Where v is the velocity of the sound wave, Δ𝑥𝑥 is the distance traveled, and Δ𝑡𝑡 is the time interval
(time delay). For the case of the ultrasound, the total distance traveled is twice the distance
between the ultrasound device and the surface because the wave has to travel to the surface, be
reflected, and travel back. Making this substitution gives us:
Δ𝑥𝑥 2𝑑𝑑
=
Δ𝑡𝑡 Δ𝑡𝑡
Solving for the distance (d) gives us the following expression that can be used to determine how
far away the object is from the ultrasound device:
𝑣𝑣 =

1

𝑑𝑑 = 2 𝑣𝑣Δ𝑡𝑡

(5)

𝑧𝑧 = 𝜌𝜌𝜌𝜌

(6)

When the ultrasound pulse enters a new medium, the velocity will change. The amount
that the velocity changes is characterized by the acoustical impedance. Acoustical impedance is
defined as the density times the acoustical velocity:
Where z is the acoustical impedance, 𝜌𝜌 is the density of the medium, and v is the acoustic
kg
velocity. Acoustical impedance is measured in units of rayls �1 rayl = 1 s−m2�. The greater the
difference in acoustical impedance between two materials, the more the ultrasound pulse will be
reflected.

Incident pulse

𝜃𝜃𝑖𝑖

𝜃𝜃𝑟𝑟

Reflected pulse

Transmitted pulse
𝜃𝜃𝑡𝑡

Figure 3: Reflection and refraction of a sound wave at a boundary.

If a sound wave were to hit a boundary at an angle, as shown in Figure 3, the
transmission angle (also called the angle of refraction) could be determined using a version of
Snell’s Law. Recall that we can write Snell’s Law in terms of the speed of the wave in the
medium:
sin 𝜃𝜃1
𝑣𝑣1

18

=

sin 𝜃𝜃2
𝑣𝑣2

(7)
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This expression is true for both light waves and sound waves. Note that, as with light waves, the
frequency of the wave is constant across the boundary (assuming that nothing is moving). Only
the speed and wavelength will be affected by the acoustical impedance.

A-Scan
The most basic form of an ultrasound is called an A-scan. An A-scan is basically a graph
of the time delay from the pulses emitted from the ultrasound device. To minimize interference
effects, the ultrasound pulse is perpendicular to the surface being studied. Figure 4 shows a
diagram of an A-scan for the eye. The plot on the bottom of the figure shows the echo pulses as a
function of time. The time can be converted into a distance using equation (5).

Figure 4: A-scan for the eye. (Image credit: Ismael Cordero)

B-Scan
The A-scan produces a onedimensional image; that is, it only tells us the
distances along one particular axis. Modern
ultrasound devices create what is called a Bscan, which is a two-dimensional image. The
B-scan is created by computationally adding
together many A-scan images, as shown in
Figure 5. The B-scan image is the familiar
sonogram of a fetus.
Figure 5: Diagram of B-scan.
(Image credit: Active Physics)

Medical Imaging: Student Reader

19

M-Scan
The M-scan stands for motion scan, which is an ultrasound technique that can detect
motion in the body. For example, blood flowing through an artery or the heart. An
echocardiogram utilizes this type of ultrasound (in conjunction with the B-scan). The M-scan
takes advantage of the Doppler effect.
The Doppler Effect is the principle that describes the change in frequency of a sound
wave that is produced by a moving source. The most familiar example of this is the ambulance.
As the ambulance drives by, you will notice that the pitch of the siren becomes higher as it
approaches you and lower as it drives away. This is illustrated in Figure 5 below. The sound
waves coming towards you are compressed, which increases the frequency of the sound wave.
As the ambulance passes by, the waves are spread out, resulting in a lower frequency.
Moving source

𝑣𝑣 = 0 m/s

Figure 5: Sound waves generated by a moving source (left) and stationary source (right).

We can calculate this frequency shift using the following formula:
𝑓𝑓 ′ =

(𝑣𝑣+𝑣𝑣𝑜𝑜 )
(𝑣𝑣−𝑣𝑣𝑠𝑠 )

𝑓𝑓

(8)

Where f’ is the shifted frequency, v is the velocity of the sound wave, 𝑣𝑣𝑜𝑜 is the velocity of the
observer, 𝑣𝑣𝑠𝑠 is the velocity of the source, and f is the original frequency.

This same principle can be applied to sound waves moving through the body, as shown in
Figure 6. If the blood is flowing in the same direction that as the ultrasound pulse is moving (to
the right in the figure), the resulting frequency will be shifted higher. If the blood is moving in
the opposite direction from the pulse, then the frequency will be shifted lower. In ultrasound
images, the frequency shifts are often color coded to make interpretation of the images easier.

Figure 6: Dopper effect used to image blood flow.
(Image credit: Nysora)
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Piezoelectric Crystals
One last interesting bit about ultrasound technology. The sound waves are produced by
something called the piezoelectric effect. Materials that exhibit this effect are found in nature
(such as bone and other biomaterials) and created synthetically in the laboratory (such as the
crystals used in ultrasound devices). The piezoelectric effect is when an electrical signal is
generated from a stress (force) that is placed on a material. A microphone is a good example of
this; a sound wave hits the piezoelectric crystal, putting a stress on the material. The crystal then
converts that mechanical energy into electrical energy, which is detected as a voltage difference
and amplified by an electrical circuit.
Alternatively, an electrical signal can excite a vibrational mode in a material, which will
produce ultrasound waves at a particular frequency. The ultrasound transducer is the part of the
device that produces the ultrasound frequency.
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Tutorial: Ultrasound
In this tutorial, we explore the basics of how ultrasound works to produce images. This requires
that we apply the physics of waves to the human body.

Part 1: Speed of Sound
The speed of sound in air is approximately 343 m/s.
The speed of sound in water is approximately 1500 m/s.
The speed of light in air is 3.0 × 108 m/s.

The table at right shows the acoustical properties of tissues in the body.
1. Compare the speed of sound in air to
the speed of sound in the tissues in the
body. What accounts for the
difference?

2. When an ultrasound technician makes
a scan, the transducer is covered with
a gel that matches the impedance of
the skin. The goal is to remove the
layer of air between the transducer and
the body. Why is this necessary?

3. What is the relationship between the speed of sound and the density of the tissue? Explain
what this might be.

4. Calculate the acoustical impedance of bone (longitudinal) and muscle (along the fibers). The
kg
units for acoustical impedance are 1 rayl = 1 m2 −s .

22

Medical Imaging: Student Reader

5. The difference between the acoustical impedance of the materials determines how much of
the ultrasound wave will be reflected, and how much will be refracted. Based on this fact,
why can’t ultrasound be used to image hard tissues such as teeth and bones?

For sound waves, the wavelength and frequency are related in the same way as light waves:
𝑣𝑣 = 𝜆𝜆𝜆𝜆

6. The frequency range for sound waves that you can hear is 20-20,000 Hz. Calculate the
wavelength of sound waves in this range as they travel through the air.

7. Ultrasound waves used in medical imaging are typically around 10 MHz (10 x 106 Hz). What
is the wavelength of an ultrasound wave with this frequency in air? What is the wavelength
in the liver?

The resolution of the ultrasound is determined by the wavelength of the ultrasound pulse. For
medical applications, a resolution of about 1.0 mm is necessary. This means that the wavelength
of the ultrasound pulse in the tissue can be no greater than 1.0 mm in order to create an accurate
image of the tissue.

Part 2: Time as a Tape Measure
1. An ultrasound device emits a 2 MHz pulse to measure the distance from you to the classroom
wall, 3.5 meters away. Assume the speed of sound in air is 343 m/s.
a. How long does it take for the ultrasound pulse to reach the wall?
b. How long does it take for the ultrasound pulse echo to be detected by the device?

2. An ultrasound device emits a 2 MHz pulse to measure the distance between the front and
back of your liver, about 15 cm. Assume the speed of sound in your liver is 1590 m/s.
a. How long does it take for the ultrasound pulse to reach the far side of the liver?
b. How long does it take for the ultrasound pulse echo to be detected by the device?
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3. What is the time between pulses (in seconds) for a sound wave with frequency 2,000 Hz?
How does the time between pulses compare to the echo time? What does this mean for the
measurement?

The diagram at right shows the ultrasound echos from an A-scan of the eye. The speed of sound
in the cornea is 1640 m/s, in the lens is 1650 m/s, and in the vitreous humor is 1525 m/s.
4. Assuming that the diagram is to scale,
determine the timing for each of the echo
pulses on the graph. You will need a ruler
to measure the distances. It’s easiest if
you write your answers in microseconds
(1𝜇𝜇𝜇𝜇 = 10−6 𝑠𝑠). Ignore the time spent in
the probe.

5. The A-scan echo graph was obtained by
sending the ultrasound pulse straight
through the eye (line A, shown in blue
below). A B-scan could be made by
making additional measurements in other
directions. Sketch what the echo graph
would look like for lines B and C. You
can do this qualitatively (you do not need
to do the calculations).

Image credit: Active Physics

B
A

Image credit: Active Physics
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6. In the previous question, you used an image of the eye to make an echo time graph. Explain
how the timing graphs could be used to make an image.

Part 3: Echocardiogram
The M-scans take advantage of how the frequency of the ultrasound pulse changes when the
target is moving. This can be described by the Doppler effect equation:
𝑓𝑓 ′ =

(𝑣𝑣 + 𝑣𝑣𝑜𝑜 )
𝑓𝑓
(𝑣𝑣 − 𝑣𝑣𝑠𝑠 )

Where f’ is the shifted frequency, v is the velocity of the sound wave, 𝑣𝑣𝑜𝑜 is the velocity of the
observer, 𝑣𝑣𝑠𝑠 is the velocity of the source, and f is the original frequency.

One common application of this technique is to study blood flow in the heart. This is called an
echocardiogram. An average value for blood flow in the heart is about 12 cm/s. In this case, the
wave we are detecting is reflected off of the moving blood, which acts as a moving source.
1. There are three different velocity terms in this equation! Write out what you would plug in
for each term.

2. If the original pulse from the ultrasound transducer was 12 MHz, what is the frequency of the
reflected pulse, assuming the blood was traveling in the same direction as the pulse? (Note
that you may need to include extra decimal places.)

3. Repeat the calculation for the case where the blood is traveling in an opposite direction from
the direction of the pulse. Is the frequency higher or lower than the original?
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4. Researchers reported the following measurements for blood velocity in the heart 1:
Average peak and mean blood velocities were 66 and 11 cm/sec in the ascending aorta,
57 and 10 cm/sec in the pulmonary artery, 28 and 12 cm/sec in the superior vena cava,
and 26 and 13 cm/sec in the inferior vena cava.
Describe how these different velocities could be detected using ultrasound.

Game, I. T. et al. (1969). Measurement of Instantaneous Blood Flow Velocity and Pressure in Conscious Man with
a Catheter-Tip Velocity Probe. Circulation, 40 (5).

1
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Activity: Ultrasound Challenge
In this activity, we will model how the echo timing graphs can be used to build an image of
tissues in the body. This mimics a process used by ultrasound researchers in which a known
sample (or phantom) is used to develop mathematical models that can be applied to studying real
tissues. The challenge is for you to do two things:
(1) Create an ultrasound timing graph from an image (the phantom)
(2) Read an echo timing graph and use it to create an ultrasound image.

Step 1: Make an Image (the Phantom)

In your group, sketch an image that could be created by a B-scan ultrasound of the body (a soft
tissue such as the liver or brain) on a separate piece of paper.
•
•
•
•

Be creative. You can take inspiration from what you know about anatomy of the human
body or create an alien lifeform.
Do not worry about accurately representing the anatomy. The point of this exercise is to
take an ultrasound of whatever body parts you draw, not to test your knowledge of human
anatomy.
Keep it simple. It is okay to not include every layer of tissue that you would find in a real
human body.
Draw the image roughly to scale of a human body. This will help to simplify the
calculations.

Step 2: Make an Echo Timing Graph

1. We will take three scans of the body. To do this, draw three straight lines through your
image. An example is shown below. (Note that in real life, ultrasound would not travel well
through the skull.)
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2. Label each scan (A, B, C) and note the direction that the pulse travels through the body
(horizontal, vertical, 45o angle, etc.). In the example above, A is horizontal, B is vertical, and
C is approximately a 45o angle.
3. For each scan, use a ruler to measure the distance to each boundary of the organ(s) on the
drawing. Assume that the image is drawn to scale.
4. Now we need to calculate how long the pulse takes to travel through each tissue in the body.
You can do this calculation by hand, or use a spreadsheet. The table below shows the first
few calculations for Scan A from the example above. A few notes:
• Calculate the thickness of the tissue and the time spent in each tissue first.
• Then calculate the cumulative time that it would take the pulse to get back to the
transducer. Put your answer in microseconds (1 𝜇𝜇𝜇𝜇 = 10−6 𝑠𝑠).
• Consult the table on the next page for the speed of sound in various tissues.
Tissue

v (m/s)

Skin
bone (shear)
water
brain

1730
2800
1480
1550

Measured
distance (cm)
0.2
1
1.6
13.5

Thickness of Time in tissue
tissue (cm)
(𝝁𝝁𝝁𝝁)
0.2
2.312
0.8
5.714
0.6
8.108
11.9
153.548

Cumulative
Echo time (𝝁𝝁𝝁𝝁)
2.312
8.026
16.135
169.683

5. Use the echo time data to make a plots of your three scans. The intensity is arbitrary, so you
can just draw a line to represent the timing data. Do this on a piece of graph paper (or print a
graph from your spreadsheet).
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Step 3: Create an Ultrasound Image

This is where things get interesting! You will trade scans with another group and use the scans to
try and re-create the original image. Tell them what part of the body the image is of (head, leg,
etc.) and what direction the scans are on the image, but don’t tell them anything else.
1. Look at the other group’s echo timing graph. Use the timing graph to draw the ultrasound
image based on the available data. You will have to make an educated guess about the tissues
in the body, and infer what the image looks like between scans. (Remember you only have
three slices of the image.) Think about making the data table you made above, but in reverse.
Now you are starting with the timing and then filling in the other columns from there.
If we didn’t have computers, this is the process that you would have to go through to
interpret the data collected by an ultrasound device.
2. Describe the process that you used to create the image. How did you use mathematical
modeling techniques in creating the image? What assumptions did you have to make in
constructing the ultrasound image?

3. Show your image to the other group and compare with the original. How well did you do?
Discuss the following questions in your group and be prepared to share with the class.
•
•
•
•

How did the reconstructed image compare to the original?
Would there have been a different way to draw the ultrasound image?
What additional information or data would be necessary to make a better image?
How did your modeling process compare to the method used by the other group?
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Reading: Electron Microscopy
Optical microscopes are useful for looking at microorganisms and large cells, but the
resolution is limited by the wavelength of visible light (400-700 nm). The resolution of an optical
light microscope is about 200 nm (200 × 10−9 m). An electron microscope has much better
resolution, about 50 picometers (50 × 10−12 m), which allows us to see a great amount of detail
in very small objects (see Figure 1). This amazing feat is due to the quantum mechanical
principle of wave-particle duality.

Wave-Particle Duality
In the optics unit, we learned that
there are two models to describe the behavior
of light – light as a wave and light as a
particle. Quantum mechanics tells us this is
not only true for light, but for all particles.
This is a truly bizarre proposition. If it
doesn’t seem strange, take a minute to let it
sink in. All particles – electrons, neutrons,
protons, atoms, baseballs, even people – can
also be treated as waves.
The wavelength of macroscopic
objects is very small, too small to be
Figure 1: Electron microscopy image of pollen.
detected, which is why this phenomenon
(Image credit: Wikipedia)
went undetected for so long. But on the
subatomic scale, the effects of wave-particle duality are significant. Take, for example, electrons.
The Bohr Model treats electrons as particles orbiting the nucleus, like planets orbit the sun.
Bohr’s model worked very well to explain some observations, such as the atomic spectra, but he
could not explain why the electrons would exist at certain energy levels and not others. He also
couldn’t explain the intensity of the atomic spectra patterns. Later theories in quantum mechanics
were able to explain these observations by treating electrons as waves.
The wavelength of a particle is given by the following equation, which relates the
wavelength to the momentum of the particle. This equation was developed by Louise deBroglie
in 1924. The wavelength of matter waves is called the deBroglie wavelength, in his honor.
ℎ

𝜆𝜆𝑑𝑑𝑑𝑑 = 𝑝𝑝

(1)

Where 𝜆𝜆𝑑𝑑𝑑𝑑 is called the deBroglie wavelength, h is Planck’s constant (ℎ = 6.626 × 10−34 Js),
and p is the linear momentum (𝑝𝑝 = 𝑚𝑚𝑚𝑚) of the particle. We can take away a few things from this
relationship. First is that the particle must be moving to have a wavelength, and the faster it
moves, the smaller the wavelength is. An electron with 1 keV of energy has a deBroglie
wavelength of 1.23 nm. This is much smaller than the wavelength of visible light, and accounts
for the higher resolution of the electron microscope.
Second, the deBroglie wavelength depends on Planck’s constant, which is a very tiny
number! If the mass is not very small (subatomic particle small), then the wavelength will be
much too small to be detected. Take the example of a baseball. A baseball typically has a mass of
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0.145 kg and can be thrown at speeds up to 100 mph (45 m/s). Using the deBroglie relation, we
can find its wavelength:
ℎ
6.626 × 10−34 Js
=
= 1.0 × 10−34 m
𝑝𝑝 (0.145 𝑘𝑘𝑘𝑘) �45 𝑚𝑚�
𝑠𝑠
Which is much smaller than the size of the ball, and much too small to be detected.
𝜆𝜆𝑑𝑑𝑑𝑑 =

Finally, one of the consequences of deBroglie’s hypothesis was that the wavelength of
the electron could be used to determine the energy levels in the Hydrogen atom. He concluded
that the circumference of each orbit represented an integer number of electron waves, like waves
on a string (see Figure 2). The energy of electrons with the appropriate wavelength matched with
the energy levels observed by Bohr.

Figure 2: Electron waves as described by deBroglie. (a) shows a standing wave on a string, (b) applied this idea to
an electron’s orbit, and (c) shows an orbit that is not allowed because it doesn’t have an integer number of electron
waves. (Image credit: Lumen Learning)

Electron Diffraction
One of the consequences of
electrons behaving as waves is that they
will make interference patterns, just like
light. These are called electron
diffraction patterns. Electron diffraction
patterns were first detected in the
Davisson-Germer experiments of the
1920’s. Figure 3 compares the diffraction
pattern for x-rays to those from electrons.
Note the patterns they form are very
similar. Davisson and Germer did this
experiment without knowledge of de
Broglie’s hypothesis, but the results were
consistent! This experiment was
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Figure 3: Electron and x-ray diffraction patterns.
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considered to be definitive evidence for the theory that electrons behave as waves. It earned
Davisson and Germer the Nobel Prize in 1937.
Diffraction is the pattern created
when a wave passes through a small opening.
Young’s double slit experiment is perhaps
the most well-known example of this. The
double slit experiment is the one where light
is passed through two parallel slits and a
pattern of bright and dark spots is projected
onto a distant screen, as shown in Figure 4.
By measuring the distance between the bright
spots on the screen, we can work backwards
to determine the spacing the slits. More
generally, diffraction patterns like this can be
analyzed to determine the physical structure
of the aperture. This type of analysis is
commonly done using x-rays to determine
the structure of crystals.

Figure 4: The double slit experiment.
(Image credit: Wikipedia)

Transmission Electron Microscope
The transmission electron microscope (TEM) uses a high voltage electron beam to create
an image. The electron gun is essentially two parallel plates with an electric field between them.
A tungsten filament is the source of the electrons. The cathode is the negative plate and the
anode is the positive plate. A typical electron microscope will have a potential difference of 100
kV between plates, although this can range from 40-400 kV.
As the electrons pass through this potential difference, they gain kinetic energy equal to
the potential energy of the system:
Δ𝐾𝐾 = −Δ𝑈𝑈

Where Δ𝐾𝐾 is the change in kinetic energy of the electrons and Δ𝑈𝑈 is determined by the potential
difference in the system: Δ𝑈𝑈 = 𝑞𝑞Δ𝑉𝑉. This means that the electron beam leaves with energies of
40-400 keV.

The electron beam is then focused by an electromagnetic lens. In an optical lens, the glass
is used to focus the light. In an electromagnetic lens, the electron beam is focused using electric
and magnetic fields. Recall that a moving charge feels a force due to both electric and magnetic
fields:
𝐹𝐹⃑𝑒𝑒 = 𝑞𝑞𝐸𝐸�⃑

�⃑
𝐹𝐹⃑𝐵𝐵 = 𝑞𝑞𝑣𝑣⃑ × 𝐵𝐵

After passing through several electromagnetic lenses, the electron bean hits the specimen. When
it emerges from the specimen, the electron beam carries information about the structure of the
specimen that is magnified by the objective lens system of the microscope.
The image made by a transmission electron microscope relies on the principle of electron
diffraction, as described above. The same physics applies for the electron microscope, except the
patterns are more complicated. The diffraction pattern is magnified and projected onto a
fluorescent viewing screen coated with phosphor or scintillator material such as zinc sulfide.
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Alternatively, the image can be photographically recorded by exposing a photographic film
directly to the electron beam, or using a digital photosensor. Converting the electron intensity
information into an image is typically done computationally using a method called Fourier
Analysis.

Figure 4: Transmission electron microscope. Image credit: Wikipedia

In order to get high quality diffraction patterns, the specimens used in transmission
electron microscopy must be very thin – about 100 nm. The specimen must also be placed in a
vacuum to reduce interference between the electron beam and particles in the air. Biological
specimens typically require to be chemically fixed, dehydrated and embedded in a polymer resin
to stabilize them sufficiently to allow ultrathin sectioning. Sections of biological specimens,
organic polymers and similar materials may require special `staining' with heavy atom labels in
order to achieve the required image contrast.

Scanning Electron Microscope
The Scanning Electron Microscope (SEM) produces images by probing the specimen
with a focused electron beam that is scanned across the specimen. When the electron beam
interacts with the specimen, it loses energy by a variety of mechanisms. The lost energy is
converted into alternative forms such as heat, emission of low-energy secondary electrons and
high-energy backscattered electrons, light emission or X-ray emission. These signals carry
information about the properties of the specimen’s surface, such as its topography and
composition.
Generally, the image resolution of an SEM is lower than that of a TEM. However,
because the SEM images the surface of a sample rather than its interior, the electrons do not have
to travel through the sample. This reduces the need for extensive sample preparation to thin the
specimen to electron transparency. The SEM also has a great depth of field, and so can produce
images that are good representations of the three-dimensional surface shape of the sample.
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Tutorial: Electron Microscopy
Electron microscopes can be used to image incredibly small objects at very high resolution.
Refer to the reading to answer the following questions.
Helpful information: 𝑚𝑚𝑒𝑒 = 9.11 × 10−31 kg

𝑒𝑒 = 1.6 × 10−19 C

1. If an electron beam is accelerated through a potential of 100 kV, what is its kinetic energy?
What is the speed of the electron (in m/s)?

2. Calculate the deBroglie wavelength of an electron traveling at this speed. This is the
resolution limit of the microscope.

3. How might an “electromagnetic lens” work? What forces can we use to control the electron
beam? (Drawing a sketch might be helpful for your explanation.)

4. Why do the samples for a TEM need to be so thin to get an image?

A TEM relies on electron diffraction to make images. To better understand how this process
works, we’ll look at some simple systems that can be studied with electron diffraction. For a
crystal, the interference pattern is related to the distance between atoms in the crystal. The space
between the atoms is similar to the width of the slit in an optical diffraction experiment. The
relationship between the spacing and the interference pattern is represented mathematically as:
𝑛𝑛𝑛𝑛 = 𝐷𝐷 sin 𝜑𝜑

Where n is an integer value, 𝜆𝜆 is the wavelength (for the electron wave or an electromagnetic
wave), D is the spacing between the atoms in the crystal, and 𝜑𝜑 (phi) is the scattering angle of
the diffracted beam (shown in Figure 1).
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Figure 1: Davisson-Germer Experiment (Image credit: opentextbc.ca)

The detector will detect a number of bright spots. The first order diffraction occurs when n = 1,
second order at n = 2, etc. The Davisson-Germer experiment used a Nickel target. Nickel has a
spacing of 0.215 nm, which had been measured previously using x-rays of a known wavelength.
5. The first order peak was measured at 𝜑𝜑 = 50𝑜𝑜 . Use this to determine the wavelength of the
electron beam.

6. What is the kinetic energy of an electron with this wavelength?

Now that we know the wavelength of electrons with a particular energy, we can use electron
diffraction to determine the spacing between atoms in an unknown crystal.
7. The first order scattering angle for 50 eV electrons off a MgO crystal is 55.6o. What is the
spacing between atoms in this crystal?
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Lab: Double Slit Experiment
Electron microscopy images are effectively very complicated interference patterns. The
small wavelength of the electron allows very small objects to be imaged in tremendous detail. In
this laboratory activity, we will use visible light as an analogy to explore interference effects. In
particular, we will look at the patterns created by a laser passing through a series of slits (i.e. a
diffraction grating). The interference patterns can be explained using the wave model of light.
Likewise, the patterns created by electron diffraction can be explained by treating the electron as
a deBroglie wave.

y

L
Figure 1: The Double Slit Experiment

Experimenting with the diffraction grating gives an opportunity to explore the wave
nature of light. The double-slit experiment (Figure 1) serves as a good conceptual model for the
diffraction grating. A beam of light is incident on the aperture, and each slit acts as a point source
of light. The two sources give rise to an interference pattern on a screen that is a distance L away
from the aperture. We assume that L is much larger than d, the distance between the slits.
A pattern is created on the screen made up on bright and dark spots (Figure 2). The bright
spots are constructive interference. In other words, places where the two waves are in phase,
which means that their peaks line up and increase the total intensity at that point. The dark spots
represent destructive interference, a place where the peak of one wave matches up with the
trough of another wave. In this case, the two waves cancel each other out and decrease the
overall intensity.

Figure 2: Interference Patterns - Zeroth-Order Constructive (a), Higher-Order Constructive (b) and Destructive (c)
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Part 1: Qualitative Analysis

1. Look at the diffraction gratings at your lab station. You should have 100 lines/mm, 300
lines/mm, and 600 lines/mm. Which one of these as the smallest “d” (spacing between the
slits)?

Using the two different laser pointers, compare the interference effects of the gratings.
Safety Note: Be careful using the laser pointers. If the bean goes directly into the eye, severe and
permanent damage may result. The laser should not be turned on unless being used in the
experiment and never pointed at anyone intentionally. The grating should be placed so that the
diffraction is in the vertical direction to minimize the chance that your face ends up in the laser
beam.
2. What is the relationship between the spacing between the slits in the grating and the spacing
of the dots on the screen?

3. What is the relationship between the distance to the screen and the spacing of the dots on the
screen?

4. What is the relationship between the wavelength of the laser and the spacing of dots on the
screen?

Part 2: Theoretical Model

Now let’s see how our observations compare to the theoretical model for interference
patterns. For constructive interference, the path length difference (𝛿𝛿) is an integer number of
wavelengths (𝑚𝑚𝑚𝑚). This is required so that the peaks will line up when the waves hit the screen.
Using trigonometry and Figure 1, we can write:
𝑑𝑑 sin 𝜃𝜃 = 𝑚𝑚𝑚𝑚

(1)

where m is an integer and λ is the wavelength of the light. Note that as wavelength increases, the
angle θ increases as well. Thus, the diffraction grating is opposite to that of a prism, where long
wavelengths undergo less deflection than short ones.
If we wish to locate the maximum of order m on the screen in terms of distance y from the zeroorder maximum, as shown on Figure 1, we may use:
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tan 𝜃𝜃 =

Δ𝑦𝑦
𝐿𝐿

(2)
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If we use the small angle approximation, we can say that sin 𝜃𝜃 = tan 𝜃𝜃, which gives us a
simplified expression:
Which we can rearrange to get:

Δ𝑦𝑦
𝑑𝑑 � � = 𝑚𝑚𝑚𝑚
𝐿𝐿
Δ𝑦𝑦 = �

𝑚𝑚𝑚𝑚
𝑑𝑑

(3)

� 𝐿𝐿

1. How does this mathematical model (equation 3) compare to your observation in Part 1?
Explain any discrepancies.

Now we will test the theoretical model and use it to determine the spacing of the lines on the
diffraction grating.
2. Choose one grating and one laser pointer for the following experiment.
3. Set up the experiment as shown in Figure 1. Measure L, the distance between the grating and
the screen (or wall).
4. You should see the interference pattern projected on the screen. Decide how you are going to
measure the distance y (top of the spot, middle of the spot, etc.). Make sure that your
measurements are consistent.
5. The most accurate way to do this measurement is to measure the distance between the two
first order peaks, and then divide by two. This way, you don’t have to be concerned about
finding the exact location of center of the zeroth order spot.
6. Repeat for four more “L” distances.

Data Table

Distance
between grating
and screen (L)
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Distance on
screen between
first order
maxima (2*y1)

Distance from
center maximum
for first order
peak (y1)

Distance on screen
between second
order maxima
(2*y2)

Distance from
center maximum
for second order
peak (y2)
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Analysis

Now use the data you collected and the known wavelength of the laser to determine the spacing
d for your diffraction grating. The given wavelength of the red laser is 633 nm. The green laser is
532 nm.
1. Look at equation (3) and decide how you will graph your data.
2. Make a graph in Excel and fit a trend line. What does the slope physically represent?
3. Use your trend line to determine the spacing of the lines in the diffraction grating for the
first-order diffraction.

4. How could you include the data for the second-order diffraction (if you could see it)? Add
this data to your graph. Does it change your results?

5. Compare your d measurement to the known value printed on the diffraction grating. How
accurate was your measurement? What are possible sources of error? Estimate the size of the
error in this measurement.

6. Look at the other diffraction gratings provided by your instructor. How does the pattern on
the screen allow you to infer the pattern in the grating?

7. How does this experiment function as a model for understanding the electron microscope?
Fill out the table below to map the analogy. What are the limits to the analogy?
Double Slit Experiment

Electron Microscope

Laser light
Diffraction grating
Screen
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Reading: Electrical Activity in Cells
Cells communicate with each other by sending electrical signals. The electrical signals
take the form of differences in ion concentrations inside and outside the cell membrane. This
separation of electric charges creates an electrical potential difference (i.e. a voltage), like a
battery, which means we can model the cell as a circuit. Modeling cell signaling as electrical
circuits is a vibrant area of research in biophysics. Scientists use electrical activity in the body to
study neurons in the brain, muscle contractions in the heart, and cancerous cell growth. For
example, an article in Physics Today reports on research to stimulate cell growth:
Michael Levin and colleagues at Tufts University are exploring new realms of the littleunderstood area of bioelectric signaling. They’ve found that manipulating an organism’s internal
electric signals can alter its growth in powerful and often surprising ways. And their approach
suggests that questions in areas of biology and medicine traditionally viewed as disparate—
morphogenesis and development, regenerative repair, and even cancer—may really fall under a
single umbrella of cell communication and information. 2

Furthermore, the electrical activity in the cells allows us to create images of the interior of the
body. An electrocardiogram (EKG) is detecting electric fields produced by cells in the heart (see
the next reading for more information on this). On a smaller scale, the researchers in the study
above figured out a way to image cells themselves using electric fields:
Before they could study the effects of changing [the cell membrane voltage] in vivo, Levin and
colleagues needed to develop the tools to do it. … [T]he Tufts researchers use a technique
adapted from the study of electric signaling in nerve cells: fluorescent “reporter” dyes whose
spectral characteristics or spatial distributions respond to local electric fields.2

In this reading, we’ll explore how the electrical activity of cells can be modeled using techniques
from electrostatics and circuits.

Capacitor Model
A capacitor is a system that can store
charges, which means that it can store (and release)
electrical energy. A capacitor is made up of two
charged objects some distance apart. One very
common type of capacitor is made up of two
parallel plates, separated by a distance. One side of
the capacitor is negatively charged and the other
has an equal amount of positive charge.
The capacitance of the system is based on
the physical characteristics of the capacitor. For a
parallel plate capacitor, the capacitance is:
𝐶𝐶 =

𝜅𝜅𝜖𝜖𝑜𝑜 𝐴𝐴
𝑑𝑑

++++++++++++
d
----------------

Figure 1: Capacitor in series with a voltage
source.

(1)

where C is capacitance, κ is the dielectric constant (which changes the capacitance of the system
by a given amount), εo is a constant equal to 8.85 × 10−12 C2 /Nm2 , A is the area of the
2

Miller, J. (2013). Bioelectric signaling controls tissue shape and structure, Physics Today, March 2013.
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capacitor, and d is the thickness of the cell membrane.
For a given capacitor, the amount of charge that it can store is determined by the potential
difference (or voltage) across the plates. The capacitance is the ratio of charge stored to voltage.
If the voltage is increased, the amount of charge the capacitor can store is also increased. This is
represented by the following equation:
𝑄𝑄

(2)

1

(3)

𝐶𝐶 = Δ𝑉𝑉

where Q is the charge on one side of the cell membrane, and ∆V is the voltage across the
membrane. The amount of energy that can be stored in a capacitor is given by:
𝑈𝑈 = 2 𝐶𝐶Δ𝑉𝑉 2

We can model a cell membrane as a parallelplate capacitor in which there is a net positive charge
on the outside of the cell and a net negative charge on
the inside of the membrane. These net charges are
caused by differences in the concentration of ions
inside and outside the cell. Figure 2 depicts this
model, with the charges separated by the insulating
membrane of thickness a. In this model, we are
making the assumption that the thickness of the cell
membrane is small compared to the overall radius of
the cell. This means that we can neglect the curvature
of the membrane and treat is as two parallel plates.

Figure 2: Cell membrane modeled as a capacitor.

Cell Signaling
Cells communicate by sending electrical signals through the body. These electrical
signals take the form of potential differences across the cell membrane. The cell can control the
potential difference across the membrane by opening and closing ion channels. These channels
are essentially voltage-controlled switches that allow ions to enter or leave the cell.
For example, in the resting state of an
axon (neuron), the outer surface of the axon wall
is charged positively with K+ (potassium) ions
and the inner wall has an equal and opposite
charge of negative organic ions. A signal travels
through a nerve by propagating an action potential
(see Figure 3). You can see from the graph that it
takes some amount of time for the potential across
the cell membrane to increase and then return to
its resting state. This is because it takes time for
the ions to pass through the cell membrane. You
can think of this movement of ions as a current!
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Figure 3: Graph of the action potential across a
cell membrane. (Image credit: Serway & Vaughn
College Physics)
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Tutorial: Cell Membrane Model
Part 1: Bioelectric Signaling
Read the following article from Physics Today, which is about manipulating the membrane
potentials in cells to create images and promote cell growth.
•

Miller, J. (2013). Bioelectric signaling controls tissue shape and structure, Physics Today,
March 2013.

1. What causes the potential difference (voltage) across cell membranes?

2. How can the cell control this potential difference (voltage)?

3. Why were scientists hesitant to change the membrane potential in vivo? How did they end up
altering the membrane potentials?

4. What are the potential applications of regenerative medicine? How does manipulating the
membrane potential simplify the work of bioengineers?

5. The scientist dyed the cells with a special fluorescent dye in order to create the images. What
influenced the color of the fluorescence? How can this be used to measure potential
difference?

6. How were the scientists able to predict where tumor cells would grow? How can they prevent
tumors from growing?
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Part 2: Cell as a Capacitor
We can model a cell membrane as a parallel-plate capacitor
in which there is a positive charge on the outside and a
negative charge on the inside of the membrane, with the
charges separated by the insulating membrane of thickness
a.
1. Consider a spherical cell of radius R = 5 μm. Since the
membrane thickness a = 2 nm is much smaller than R,
we can treat the membrane as a simple parallel plate
geometry. Find the capacitance of this cell membrane.

2. If this cell has a charge of ±1.4 × 10–13 C on either membrane surface, determine the potential
difference between the inside and outside of the cell.

3. The potential difference is established in part by ion pumps that use ATP to pump ions across
the membrane. If you started with a completely uncharged membrane, and you needed to use
ATP to pump the amount of charge described above, what is the minimum number molecules
of ATP that would be required? (The hydrolysis of a single molecule of ATP can do roughly
6 × 10–20 J of work.)

4. How much energy is “stored” in the cell membrane capacitor?
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Reading: RC Circuits
In the previous reading, we explored how a cell can be modelled as a capacitor. We can
build on that circuit analogy and model the ion channels as resistors in the circuit, as show in
Figure 1 below. In this diagram, the ion channels are represented as resistors wired in parallel
with a capacitor, which represents the cell membrane. This is called an RC circuit, where RC
stands for resistor-capacitor.

Figure 1: Ion channels in the cell membrane can be modeled as an RC circuit.

The RC circuit shown above has
two resistors, which makes it a bit
complicated to understand. So we’ll take a
step back here and look at a circuit with just
one resistor and one capacitor (Figure 2).

𝜀𝜀

When an uncharged capacitor is
connected across a DC voltage source, the
rate at which it charges up decreases as time
passes. At first, the capacitor is easy to
Figure 2: RC circuit diagram.
charge because there is very little charge on
the plates. But as charge accumulates on the plates, the voltage source must do more work to
move additional charges onto the plates because the plates already have charge of the same sign
on them. As a result, the capacitor charges quickly at the beginning and more slowly as the
capacitor becomes fully charged. This is shown in the graph below (left):
𝑞𝑞0

𝑞𝑞0

Figure 3: Charge on a capacitor as a function of time. Charging (left) and discharging (right).
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This graph shows the charge on the plates as a function of time, which can be expressed
mathematically in the following equation:
Charging:

𝑡𝑡

𝑞𝑞(𝑡𝑡) = 𝑞𝑞𝑜𝑜 (1 − 𝑒𝑒 −τ )

(4)

where qo is the maximum charge on the plates and 𝜏𝜏 is the capacitive time constant (𝜏𝜏 = 𝑅𝑅𝑅𝑅,
where R is resistance and C is capacitance).

Taking the extreme limits, notice that when t = 0, q = 0 which means there is not any
charge on the plates initially. Also notice that when 𝑡𝑡 → ∞, 𝑞𝑞 → 𝑞𝑞𝑜𝑜 which means it theoretically
takes an infinite amount of time to completely charge the capacitor. Connecting this back to the
cell, we can think of the ions being pumped from one side of the cell membrane to the other as
charges moving from the battery into the capacitor. When the desired voltage has been reached,
the channels close and ions can no longer flow through the membrane.
After the RC system is charged up, we can flip the switch to remove the power supply
from the circuit, thus discharging the capacitor. In this case, the capacitor is losing charge
exponentially:
Discharging:

𝑡𝑡

𝑞𝑞(𝑡𝑡) = 𝑞𝑞𝑜𝑜 𝑒𝑒 −τ

(5)

This is equivalent to opening an ion channel and allowing charges to flow across the cell
membrane.
These relationships can be used to calculate the current across the cell membrane. Recall
that current is defined as the rate of change in charge over time:
𝐼𝐼 =

Δ𝑞𝑞

(6)

Δ𝑡𝑡

We can combine the above equations (using a bit of calculus) to write current as a function of
time:
Charging:
Discharging:

𝐼𝐼(𝑡𝑡) = 𝐼𝐼0 𝑒𝑒 −𝑡𝑡/𝜏𝜏

𝐼𝐼(𝑡𝑡) = −𝐼𝐼0 𝑒𝑒 −𝑡𝑡/𝜏𝜏

(7)
(8)
𝜀𝜀

Where the maximum current is determined by Ohm’s Law �𝐼𝐼0 = 𝑅𝑅�, 𝜀𝜀 is the battery voltage, and
𝜏𝜏 = 𝑅𝑅𝑅𝑅. Note that the negative sign in equation (8) indicates the current has switch directions. In
the cell, this represents ions flowing across the membrane in the opposite direction.

Figure 3: Current as a function of time in the RC Circuit. Charging (left) and discharging (right).

Medical Imaging: Student Reader

45

We can also use the equations for charge to calculate the voltage in the circuit (i.e. the
membrane potential) as a function of time, by combining equations (4) and (5) with the
definition of capacitance, given in equation (2):
Charging:
Discharging:

𝑉𝑉𝐶𝐶 (𝑡𝑡) = −𝜀𝜀�1 − 𝑒𝑒 −𝑡𝑡/𝜏𝜏 �
𝑉𝑉𝐶𝐶 (𝑡𝑡) = −𝜀𝜀�𝑒𝑒 −𝑡𝑡/𝜏𝜏 �

(9)
(10)

We can also use the current equations (7) and (8) to find the voltage across the resistor in the RC
circuit:
Charging:
Discharging:

𝑉𝑉𝑅𝑅 (𝑡𝑡) = −𝜀𝜀�𝑒𝑒 −𝑡𝑡/𝜏𝜏 �
𝑉𝑉𝑅𝑅 (𝑡𝑡) = 𝜀𝜀�𝑒𝑒 −𝑡𝑡/𝜏𝜏 �

(11)
(12)

Figure 4: Voltage across the resistor and capacitor in an RC circuit. Charging (left) and discharging (right).
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Tutorial: Cell as an RC Circuit
An RC circuit can model some of the electrical
characteristics of a cell membrane, but we need a
slightly more complicated circuit with two
resistors (see diagram).
1. We can think of the value of 𝑅𝑅1 as modeling
the speed of the ion pumps. If the pumps are
very fast, then what will be the value of 𝑅𝑅1 ?
(big or small)

2. Likewise, the value of 𝑅𝑅2 models the speed of
the ion channels: if the channels allow ions to flow quickly, then will 𝑅𝑅2 be small or large?
3. In a neuron, the ion channels are quite fast, while the pumps are relatively slow. What does
this imply for the relative magnitudes of 𝑅𝑅1 and 𝑅𝑅2 ?

The charge builds up on the capacitor exponentially as a function of time. In this case, we have
two resistors instead of one, so we modify the equation a bit to include the second resistor:

𝑅𝑅2 𝐶𝐶

Where 𝐶𝐶 ′ = 𝑅𝑅

1 +𝑅𝑅2

𝑄𝑄(𝑡𝑡) = 𝑄𝑄𝑚𝑚𝑚𝑚𝑚𝑚 (1 − 𝑒𝑒

−

𝑡𝑡
𝑅𝑅1 𝐶𝐶′ )

and 𝑄𝑄𝑚𝑚𝑚𝑚𝑚𝑚 = 𝐶𝐶 ′ Δ𝑉𝑉. We can call this quantity C’ the effective capacitance of

the circuit, which can regulate the amount of charge on the cell membrane. The amount of charge
on the membrane determines the potential difference across the cell membrane (∆V or ε).
Alternatively, we could get an expression for how current changes over time:
𝐼𝐼(𝑡𝑡) = 𝐼𝐼𝑚𝑚𝑚𝑚𝑚𝑚 𝑒𝑒

−

𝑡𝑡
𝑅𝑅1 𝐶𝐶′

4. Sketch a graph of charge vs time and current vs. time in this circuit. How can you explain the
relationship between these two graphs? (What is the relationship between current and
charge?)
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5. A typical cell has a capacitance per area of 2 µF/cm2. Consider an axon 1 m long with a
radius of 1.5 μm, which can be modeled as a long, thin cylinder. Calculate the total
capacitance of this cell. (Note that the thickness of the cell membrane is small relative to the
radius of the cell, so we can treat it as a parallel plate capacitor.)

6. If the ion pump is modeled as a 100 Ω resistor and the ion channel is a resistor of 1 Ω, what
is the effective capacitance of the system?

7. Let’s look at some special cases. Assume the potential across the cell membrane is 80 mV for
each case. Calculate the answer in both Coulombs (C) and electron charge (e), which
represents the number of +1e ions that would be necessary to create the membrane potential.
a. What will be the approximate limiting charge Qmax in this case if both the pumps and
the ion channels are active?
b. What about when the ion channels are turned off (𝑅𝑅2 → ∞), and only the pumps are
active?

8. Compare the two charges you just calculated. Explain physically why this answer makes
sense.

9. The maximum current in a neuron is 0.8 µA. How long does it take the cell to reach 90% of
this current?
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Reading: The Electrocardiogram 3
The electrocardiogram (often called an EKG, based on its German spelling) is a device
that measures the electrical activity of the heart. A skilled interpreter can use an EKG to
diagnose many cardiac problems; we will focus on just one aspect of the EKG.
The most powerful pump in the heart is the left ventricle, which pumps oxygenated blood
through the body. The second-most powerful pump is the right ventricle, which pumps
deoxygenated blood through the lungs. (Note that the designations right and left refer to the
patient’s right and left.) When the heart muscle contracts, an electrical signal known as a
depolarization wave travels through the nerves and muscle. An EKG can detect this electrical
signal through electrodes that are attached to various locations on the patient’s body. One
important piece of information that can be gleaned from an EKG is the mean electrical axis of
the heart. The mean electrical axis is a vector that points, roughly, in the direction of the primary
muscular contraction of the ventricles of the heart. The EKG shows the components of this
vector, and from these components a doctor can determine the direction of the mean electrical
axis.
The left illustration below (Figure 1) shows the “electrical system” (the primary nerves)
of the heart. The electrical signal for each heartbeat starts at the sinoatrial (SA) node, proceeds to
the atrioventricular (AV) node, and then travels through the left and right bundle branches to the
ventricles. Once the electrical signal reaches the ventricles, the signal propagates through the
muscle tissue from the interior to the exterior of the heart, as shown by the small arrows in the
right illustration below. Each small arrow represents the path of the depolarization wave through
the muscle tissue.

Figure 1: Diagrams of the electric fields in the heat. (Image credits: Guthrie (left), Merck (right))

The mean electrical axis of the heart is essentially the vector sum of all of the small
“depolarization vectors” in the illustration above. As you can see, the sum of all of those vectors
is a vector that points roughly along the axis of the heart; given the orientation of the heart in a
patient’s body, this vector usually points “down and to the left” (the patient’s left).
3

Adapted from an exercise for the PS3 course at Harvard University.
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A standard EKG has 12 leads (and provides
12 signals at once), but we will focus on only two
of these leads, known as lead I and lead aVF.
Lead I provides the horizontal component of the
mean electrical axis, while lead aVF provides the
vertical component of the mean electrical axis. The
aVF lead is oriented so that positive values point
down; a normal patient will usually have positive
values for both lead I and lead aVF.
The diagram below shows the coordinate
system used in the EKG, with the axes for lead I
and lead aVF indicated. The heart is shown in its
typical orientation along with a typical mean
electrical axis. The shaded area of the diagram
Figure 2: Mean electrical axis in the heart.
shows the “normal range” for the mean electrical
axis. The direction of the mean electrical axis is
usually reported in degrees, measured clockwise starting from lead I (as you can see from the
degree markings around the circle).
Below is an example of a typical EKG. Focus only on the graphs marked I and aVF. The
vertical axis is millivolts; the horizontal axis is time. The scale is indicated by the rectangular
pulse at the far left, which has a height of 1 millivolt (mV). (1 mV corresponds to 2 large
“squares” of the graph paper.)
Examine the very sharp peaks in the graph.
•

For lead I, we see peaks with a
height of about 1.0 mV. Thus, the
horizontal component of the vector
is +1.0.

•

For lead aVF, we see peaks with a
height of about 0.6 mV. Thus, the
vertical component of the vector is
+0.6.

•

From these components, we find
that the angle of the mean electrical
axis is about +30°:

Figure 3: Sample EKG. (Image credit: ECG Learning Center)
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Sometimes the main peak on an EKG (known as the QRS complex) will not consist of a
single peak, but will instead go “up and down” like the example shown below. In such cases, you
should consider the reading to be the height of the “up” peak minus the height of the “down”
peak. Thus, in the example at right, the “up” peak on lead I is about 0.5 mV, and the “down”
peak is about 1.0 mV, so the total is (0.5 – 1.0) = –0.5 mV. In this example, the horizontal
component of the mean electrical axis is negative. Can you see that the mean electrical axis in
this example must lie outside of the “normal” region as shown on the diagram on the first page?

Figure 4: Sample EKG. (Image credit: ECG Learning Center)
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Tutorial: Electrocardiogram (EKG)
Refer to the reading to interpret the EKG diagrams below. 4
1. Determine the mean electrical
axis for these EKG’s. Be sure to
show a clear diagram of the
components and the overall axis.
Show all calculations explicitly.
Do any of the axes lie outside of
the normal range?

Patient A

Patient B

Images from ECG Learning Center (https://ecg.utah.edu/img_index). Adapted from an exercise for the PS3 course
at Harvard University.
4
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2. The mean electrical axis of the heart does not always lie along the center of the heart;
usually, it lies somewhat to the left of the center of the heart. (That is, although the center of
the heart lies at an angle of ~50°, the mean electrical axis usually is closer to ~30°.) Given
that the left ventricle is larger and stronger than the right ventricle, explain why the electrical
axis of the heart normally lies to the left. (Hint: the mean electrical axis is the sum of many
“depolarization vectors.”) A clear diagram will be essential to your answer!

3. A 23-year-old female patient had the EKG shown
at right. She was diagnosed with right
ventricular hypertrophy, a condition in which her
right ventricle was abnormally enlarged. In what
way does the EKG support this diagnosis?
Provide a quantitative calculation and a
qualitative explanation.

4. You may have noticed that there are no axes on these EKG’s. The scale of these graphs is set
by the rectangular calibration pulse at the far left of each EKG trace. This pulse has a height
of 1 mV and a width of 0.20 seconds. Given this information, what is the heart rate (in beats
per minute) of the female patient whose EKG is shown at right?

5. Is an EKG an image? Explain and defend your answer using concepts we have discussed in
this unit.
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Reading: Magnetic Resonance Imaging
Magnetic Resonance Imaging (MRI) is a powerful method of imaging tissues within the
body. The MRI machine works by detecting the magnetic fields of hydrogen nuclei (protons) in
the body. The human body is full of hydrogen, particularly in water and fat molecules, which
makes the MRI ideal for studying soft tissues. The hydrogen nucleus behaves like a tiny magnet
due to its nuclear spin, which means that it can be affected by external magnetic fields such as
those produced by the MRI machine.
Nuclear spin is a quantum mechanical property, characterized by something called the
magnetic moment. Nuclear spin is similar to the electron spin that you may have seen in
chemistry class. It can be either “spin up” or “spin down” depending on its orientation. In their
natural state, the protons in the body would be oriented randomly; the magnetic moments would
point in all directions.
The first step in creating an MRI image is to align the magnetic moment of the protons in
the body. To do this, MRI machines require large magnetic fields. They typically run at 1.0-1.5
Tesla, but the field strength can range from 0.5-9 T. Up to 4.0T is approved by the FDA for
medical testing, higher magnetic fields are used in scientific research. The external magnetic
field in an MRI machine is created by a solenoid electromagnet. (Modern MRI machines use an
array of solenoids, but we’ll stick to a simple model for now.)
Recall from our study of electromagnetism that a current-carrying wire generates a
magnetic field. A solenoid is a fancy term for a coil of wire. When a current passes through the
wire, the solenoid creates a uniform magnetic field inside the coil. The current can be controlled
to regulate the magnetic field in the device. The equation relating magnetic field and current is:
(1)

𝐵𝐵0 = 𝑛𝑛𝜇𝜇0 𝐼𝐼

Where 𝐵𝐵0 is the strength of the magnetic field, n is the number of turns of wire per unit length,
𝜇𝜇0 is the permeability of free space (a constant equal to 4𝜋𝜋 × 10−7 𝑁𝑁/𝐴𝐴), and I is the current in
the wires.
The external magnetic field
(𝐵𝐵0 ) generated by the MRI machine
causes the protons in the body to
align parallel to the field. Why does
this happen? The energy of a
nucleus in a magnetic field is given
by:
�⃑
𝑈𝑈 = −𝜇𝜇⃑ ∙ 𝐵𝐵

(2)

𝐵𝐵0
𝜇𝜇

Δ𝐸𝐸 = 2𝜇𝜇𝜇𝜇

𝑈𝑈2 = 𝜇𝜇𝜇𝜇
𝑈𝑈1 = −𝜇𝜇𝜇𝜇

Figure 1: Energy level diagram of nuclear spin states

Where U is the potential energy, 𝜇𝜇⃑
�⃑ is the magnetic field. The dot product tells us that if the spin of
is the magnetic moment, and 𝐵𝐵
the nucleus is aligned parallel to the magnetic field, then it will have the lowest energy state
(most negative), making this the most stable arrangement. If the nuclear spin is aligned against
the magnetic field (anti-parallel), it will have the highest energy state. When the external field is
applied, the nuclei will align with the field because that is where they are most stable. The
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nuclear spin energy states are similar to the electron’s energy levels around the nucleus in the
Bohr model.
In a process called a spin flip, the protons can be excited from one orientation to the
other. This occurs when the right amount of energy is put into the system, as shown in Figure 1.
Using equation (2), we see that to flip from an orientation where the magnetic moment is aligned
with the magnetic field (𝑈𝑈1 = −𝜇𝜇𝜇𝜇) to one that is anti-parallel (𝑈𝑈2 = +𝜇𝜇𝜇𝜇) would require an
energy of:
Δ𝐸𝐸 = 2𝜇𝜇𝜇𝜇

(3)

𝐸𝐸𝑝𝑝ℎ = ℎ𝑓𝑓

(4)

If we input a photon with this energy, then the nucleus will be excited to the anti-parallel state.
The frequency of this photon can be determined using the equation for the energy of a photon:
Where h is Planck’s constant (ℎ = 6.626 × 10−34 𝐽𝐽𝐽𝐽) and f is the frequency in Hertz. Combining
equations (3) and (4) gives us the frequency:
𝑓𝑓 =

2𝜇𝜇𝜇𝜇
ℎ

(5)

This is called the Larmor frequency. For hydrogen nuclei, the Larmor frequency is in the radio
band of the electromagnetic spectrum.
In the MRI device, an antenna will emit radiation at this frequency in order to flip the
orientation of the protons in the body. This is called RF (radio-frequency) radiation. This is an
unstable state for the protons, and eventually the proton will return to its original orientation,
emitting a photon with this same frequency. These emitted photons are detected by RF receivers
located around the body in the MRI machine.
Areas of the body that have a
higher density of protons will emit more
intense RF radiation. The proton
density is determined simply by the
molecules that make up the tissue –
more hydrogen atoms means more
protons. For example, in the brain, there
is a significant difference between the
proton density in the grey matter and the
white matter, which causes them to
appear contrasting in the images. Proton
density scans are also useful for imaging
joints.

Nuclear magnetic resonance (NMR)
NMR is a technique used by chemists to
determine the composition of organic molecules.
Resonance refers to the resonant frequency, the
one that will excite the spin flip. This resonant
frequency can be detected and used to determine
the magnetic moment of the proton. The magnetic
moment depends somewhat on the environment
that the proton is in, so has a slightly different
value depending on what the proton is attached to
in the molecule.

Other tissues do not have enough difference in proton density to create high contrast
images. In these cases, other techniques can be used to measure the relaxation time of the
protons. There are two relaxation times that are typically measured: T1 measured the time to
return to a longitudinal state (parallel to 𝐵𝐵0) and T2 measures the time to return to a transverse
state (perpendicular to 𝐵𝐵0). As the orientation of the magnetic moment changes there is a
corresponding change in the magnetic flux. Recall from Faraday’s Law that a changing magnetic
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flux generates a voltage, and therefore, an electric field. This electric field is detected by pickup
coils in the MRI machine and used to determine the relaxation time.
Now we return to the question of how to make an image. The device collects data on the
intensity of radio emissions and relaxation time, but this does not magically translate into a
visual representation of the internal organ being scanned. Looking at the raw data would be
nonsense to most physicians. Sophisticated computational models (built by medical physicists or
biomedical engineers) take information from the various scans (proton density scan, T1, T2) and
combine it in different ways to maximize the contrast of the images. Figure 2 illustrates how
different ways of combining this data can create images that highlight different structures in the
brain.

Figure 2: MRI scans made using information from the relaxation times (T1 and T2) and the proton density (PD).
(Image credit: Wikipedia)

Another important concept to understanding MRI images is tomography. A tomograph
is an image that is a slice of the body or organ being studied. For example, Figure 2 shows a twodimensional slice of a brain. To make the tomograph, the MRI device needs to excite the
hydrogen nuclei in only one slice of the body at a time. To do this, it creates a magnetic field that
changes slightly over the length of the body. This is called the magnetic field gradient. When
the nuclei are exposed to the radio waves (RF radiation), only those in an environment with
exactly the right magnetic field strength will be excited to do a spin flip, and therefore emit the
RF signal that is detected by the device. The RF radiation can then be adjusted to a new
frequency, which would excite the protons in a different slice of the body. After many scans are
made of the body, then can be combined to create three-dimensional images of the body.
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Tutorial: Magnetic Resonance Imaging
Magnetic Resonance Imaging (MRI) is a powerful method of imaging tissues within the body.
MRI works based on some fundamental principles of electricity and magnetism, and the quantum
mechanical principle of nuclear spin.

Part 1: The Magnet
In this first part of this tutorial, we explore how the large magnetic fields are created. For the
purposes of these calculations, we will assume that the external magnetic field in an MRI
machine are created by a solenoid that is 1 meter long, has a radius of 0.5 m, and a coil density of
1000 turns per cm.
1. If a field strength of 1.5 T is required in the MRI, what would be the current in the solenoid?

2. Copper has a small amount of resistance. A gauge 10 wire (𝑑𝑑 = 0.1 in) has a resistance of
about 1 Ohm per 1000 ft (305 m). If the coil were made of copper, what would be total
resistance of the wire be?

3. At the current found above, what is the rate that energy would be lost from the system?

This is way too high of an energy loss! The solution to this dilemma is to use superconducting
magnets. These are electromagnets that are made from superconducting materials. A
superconductor is a material that has zero resistance when it is cooled below a certain
temperature. MRI machines typically use a Nb-Ti (Niobium-Titanium) alloy for their coils. The
Nb-Ti wire must be kept at a temperature below 9 K to be superconducting. This is done by
submersing the entire electromagnet in liquid Helium, which has a temperature around 4 K.
Without superconductors, engineers would be unable to build magnets at this strength.
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Part 2: The nucleus
The nucleus of a hydrogen atom (a proton) acts like a tiny magnet with a corresponding magnetic
moment. The magnitude of the magnetic moment of hydrogen is given by:
𝜇𝜇𝐻𝐻 = 1.4087 × 10−26 J/T.

1. Calculate the potential energy of the proton when it is oriented parallel to a magnetic field of
1.5 T. (ℎ = 6.626 × 10−34 𝐽𝐽𝐽𝐽)

2. Calculate the energy of the photon that will excite the proton into the anti-parallel state.

3. What frequency does this correspond to? What part of the electromagnetic spectrum is this?

4. If the proton returns to the original orientation (parallel to the magnetic field), what will be
the energy of the photon that is emitted?

Part 3: Tomography
To image different slices of the body, the MRI machine creates a magnetic field gradient across
the body. The RF frequency can then be scanned to excite the protons in particular slice of the
body.
1. The gradient of the magnetic field across the length of the solenoid is 100 mT/m (milliTesla
per meter). If the magnetic field is 1.45 Tesla at one end of the solenoid, what is the field at
the other end, 1.0 m away?

2. Calculate the energy required to flip the spin of a proton at each end of the MRI solenoid.
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3. Calculate the RF frequency corresponding to these energies.

4. If I wanted to image a slice of the brain that is 0.15 m from the end of the solenoid, what RF
frequency should I use?

5. We started with an assumption that the MRI was made of a simple solenoid with a uniform
magnetic field. If you were an engineer, how would you tweak this design to create a
magnetic field gradient over the length of the body? What physical changes would you make
to the system?
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Activity: Image Processing
One common characteristic of all medical imaging techniques is image processing. The
image is essentially a graph, showing us a two-dimensional array of data. Many graphs we use in
physics are functions of time. The image graph is more like a snapshot, the data is collected at a
single point in time over two-dimensions in space. The data must be manipulated in some way to
create a visual representation of the body that makes sense and can be easily analyzed. Most
image processing is done computationally.
Digital images are made up of an array of pixels. Each pixel is assigned a value that
determines the color that you see. For example, on your computer screen, each pixel is assigned
three values, corresponding to the intensity of three different colors – red, green, and blue. These
values are then “mixed” together in a computational model that determines the color profile on
your computer. If you have ever manipulated the color balance on your computer or TV, you are
adjusting the weighting of these three different values.
On your phone, you may use filters to alter your photos in some way. The filters are
doing image processing. They are taking the data collected by your phone for each pixel and
apply a mathematical model that gives the desired effect. To get softer edges, the program might
average values of adjacent pixels together. To increase contrast, it might amplify small
difference between intensity values. In this activity, we’ll explore some basics of image
processing.

Part 1: Paint by Numbers
1. Look at the array of numbers below. Do you see an image encoded in this data?
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
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1
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To make sense of this data, we will have to manipulate it in some way. The easiest way to do this
is to take a “paint by numbers” approach in which you assign a different color to each value in
the array. We will do this in Excel.
2. Open the “PaintByNumbers.xls” Excel sheet.
3. To manipulate the data, we will use the “Conditional Formatting” feature. This can be found
on the Home menu, in the Styles section.

4. Play around with the various settings under this menu. Which settings create an image based
on the numbers?

5. How is the computer assigning colors to the values in the table?

6. Now we will make our own rule for assigning colors. First, select the data. Then, under
“Conditional Formatting,” select “New Rule…” Set the minimum Type to Number, Value =
0. Set the maximum Type to Number, Value = 5. (As shown below.)

7. What changes could you make to the Rule to improve the quality of the image? Play around
with the features and observe how the image changes. What you are doing is image
processing!
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8. Select the tab for Image B. What do you notice about this data?

9. Let’s apply the same rule here that we used with Image A. Highlight the data and create a
New Rule (the same rule that use you used above). Does this create an image? Explain.

10. If we are to use the same Rule as before, we will need manipulate the data. One way to do
this is to plug the values into a mathematical model that will change the values. Write a
mathematical model (here on paper) that will change the values in some way. For example,
maybe you choose to multiply all of the numbers by 200. Your model would be 𝑦𝑦 = 200𝑥𝑥,
where y is the new value and x is the old value.

11. Move a few cells to the right of the array of numbers. In a cell type your model. For example,
if your model was to multiply by 200, you would type “=A3*200” in the first cell. Once you
have done this, you can fill down and across so that all of the values are manipulated in the
same way.
12. Once you have an array of new values, apply the New Rule again. Does an image appear? If
not, play around with your mathematical model until you see an image appear. (Do not
change the Rule.)
13. Compare your model with others in your group. How did you decide how to manipulate the
data? Be prepared to share your model with the class.

Sometimes the data set is incomplete. For example, maybe a bone is blocking the ultrasound
waves from reading the organ we wish to image. In this case, we need to combine more than one
set of data. In this case, your model will have one variable from each of the data sets. We’ll start
by combining two sets of data. You need to determine how to combine these two data sets into
one single parameter. For example, if I decide that I should multiple the data, my model would
be:
𝑧𝑧 = 𝑦𝑦 ∗ 𝑥𝑥

Where z is the new combined set, y is the data from Scan #1, and x is the data from Scan #2.
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14. Select the tab for Image C. This image will be based on two data sets. Take a look at the data.
How could you combine the data from these data sets to create an image? Write two possible
mathematical models.

15. Use Excel to manipulate the data for each of your mathematical models. Color the images, as
above.
16. Which of your models does a better job creating an image from the available data? Explain
your choice and be prepared to share with the class.

Part 2: Imaging
We have studied five different devices in this unit: x-ray, ultrasound, MRI, EKG, and electron
microscopy. One of the key differences among these devices is the data that they collect, and the
way that computational models translate that data into an image.
1. Fill out the table below to compare these devices.
Device

What part of the body is
being imaged?

What physical parameter is being measured and
represented in the image?

Ultrasound
X-ray
Electron
microscopy
MRI
EKG
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2. What factors determine which imaging device is used for a particular application?

3. What are the risks associated with imaging technologies?

4. How can computational techniques be used to create better images?
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Project: Diagnostic Model5
While a broken bone is fairly obvious in a medical image, some diseases are much more
difficult to diagnose. Not all of the features or characteristics in an image may point to a single
definitive disease or condition. How can a doctor figure out which diagnosis is most likely to be
the correct one? Industrial engineers who specialize in health-care informatics can help! They
develop ways of analyzing very large data sets across many patients with confirmed diseases or
conditions to identify key characteristics in those patients’ test results that could be used in the
future to help diagnose the disease in other patients. They build predictive models for a disease
and design protocols for diagnostic decision-making to aid doctors in making the correct
diagnosis and decision on how to treat a patient.

Challenge:

Classify tumors as either benign or malignant based on a model created from patient
data. After you develop the mathematical model, you will write a training guide to help
physicians use the model as a tool to diagnose patients.

In your role as an engineer in this activity, you will create a mathematical model from health care
data to help physicians make diagnostic decisions. Please note that while the general health care
issues presented in this activity are quite realistic, the specific patient data that you will work
with is fictionalized.
Tumors are abnormal growths or masses in the body. They are categorized as either
benign or malignant. Malignant tumors are composed of cancerous cells. They have the potential
to spread their cancerous cells to other parts of the body which creates new tumors wherever they
land. Benign tumors are not cancerous and cannot spread to other parts of the body. Large
tumors are readily visible with modern imaging techniques, while smaller ones are more difficult
to see. And, even if they are visible on an image, it is often difficult to determine whether they
are benign or malignant based on the image alone.
However, various types of medical imaging techniques can reveal characteristics of the
tumor, such as the stiffness, shape, delineation of the border (referred to as the “margin”), and
the presence of calcium deposits (known as calcifications), that are key to discriminating
between benign and malignant masses.

Phase 1: Developing the model from the training data
Your teacher will provide you with data sets to use for your analysis.
1. Look at the data tables for both benign and malignant tumors. Scan the data and see if you
can tell which factors are the most important in determining which tumors will be benign or
malignant. Discuss with your group members.

5

Based on an activity developed at UW-Madison as part of the Grand Challenges in Engineering curriculum.
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Displaying data in a graphical format makes trends and relationships much easier to identify.
Look at the graphs that are included in the data set. This is the same data that was included on
the tables. Do you see any clear patterns or relationships? Remember that what you want to look
for are trends that separate the benign and malignant tumors so that, in the future, you can predict
whether or not a tumor will be malignant.
2. For which relationships is there a clear separation of benign and malignant data points?

3. In words, describe the relationships that you see in the graphs between the benign and
malignant cases?

In the end, we want to create a predictive mathematical model for tumor malignancy. To do this
we will need to mathematically define the relationships we observed on the plots. Let’s analyze
the Tumor Stiffness vs. Tumor Size plot first. We see that all of the malignant tumors are in the
upper left corner of the plot, while the benign tumors are dispersed on the right-hand side of the
plot. We want a mathematical statement or equation that will describe the boundary between the
two regions.
4. We want all four measurements in our analysis. Choose the two graphs that have the clearest
separation of malignant and benign tumors and include all four measurements. Draw a line,
starting from (0,0), that separates the malignant and benign tumor data points in each of the
graphs that have a clear separation of points.
Note: often we encounter situations where it is not possible to perfectly separate two sets of data
points with a line. This occurs due to the natural variability and exceptions present in all realworld data. To accommodate this, we simply allow a few data points to fall on the wrong side of
the line, and we try to minimize the amount of cross-over.
5. What is the slope of the line that defines the relationship between the benign and malignant
cases for the two plots you chose?

6. Compare the slope you measured to that of your teammates. What accounts for any
differences? Resolve any discrepancies and choose one slope value for each graph to use in
your analysis.

Based on the relationships that you have discovered, you will now create a mathematical model
that will help a doctor make a preliminary diagnosis of an imaged tumor and decide whether the
patient should have a biopsy. The goal of the model is to generate a numerical value for the
tumor that can then be used to determine if the tumor has a high probability of being benign or
malignant.

66

Medical Imaging: Student Reader

7. Which factors are most important to include in your model? Justify your decision with
evidence from the data set.

Model 1
In this model, we define a “Tumor Index” (T.I.) as a single numerical quantity that incorporates
all of the data on the specific tumor. Let’s define it as follows:
𝑇𝑇𝑇𝑇 =

Stiffness Shape
+
+ 𝐶𝐶𝐶𝐶
Size
Margin

This index is calculated from five inputs: size (in units of mm3), stiffness (in units of Pa), shape
index (unitless), margins index (unitless), and a calcification flag (“CF”) that numerically
represents the presence or absence of calcifications. In this model, we let CF = 1 if the patient
has calcifications and CF = 0 if they do not.
8. Based on the data, what is the mathematical relationship between stiffness and size that
defines whether or not a tumor is malignant? What is the relationship between margin and
shape? (What does this have to do with the graphs you analyzed earlier?)

If the TI is above the threshold value then the tumor would be given a preliminary diagnosis of
malignant (and the patient is referred to biopsy). Otherwise, the tumor is diagnosed as benign.
9. Based on the training data, what is the threshold value for the tumor index?

Phase 2: Evaluating the accuracy of the model using testing data
The quality of a model is measured in terms of how well it predicts the correct outcome (in this
case, whether or not the tumor is benign or malignant). Thus, to determine whether our model is
any good, we must apply it to some testing data sets for which we already know the outcome. If
the model is accurate, it will correctly predict the known outcome every time.
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1. Apply Model 1 to the testing data shown above to predict if each case is benign or malignant.

2. Now compare your prediction to the results from the biopsy (shown below). Is this a good
mathematical model to apply to the data? Justify your position.
Case #

Tumor Outcome

1

Benign

2

Benign

3

Benign

4

Malignant

5

Malignant

6

Malignant

3. What are the limitations to this model?

4. How would you improve on the model and address the limitations?
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Phase 3: Revising the model
The previous model likely misdiagnosed some benign tumors as malignant. In a real-world
scenario, this “false positive” would result in an unnecessary biopsy – a procedure that is costly
and not without risks, and which places a psychological burden on the patient. Let’s try to
improve the model!
Perhaps you noticed that Model 1 allows two useful pairings (stiffness vs. size and shape index
vs. margins index) in the form of ratios to contribute to the overall index. However, these ratios
are included in such a way that one ratio alone can bring the index above the malignancy
threshold. For example, if the Stiffness/Size value large enough, such as in test case #4, then the
model declares the tumor to be malignant without allowing the other data to contribute to the
outcome. What we are missing is data normalization!

Model 2
Normalization is the process of weighting each of the three factors equally. To do this, we will
need to scale the results to a standard value. There are many ways in which you can normalize
your model. One way to do this is to have each factor in the model be 1 if it indicates the tumor
might be malignant and 0 if the model predicts benign.
1. Let's start by considering how individual pairings of data types could be used to predict
malignancy on their own. For example, if the only data we had was stiffness and size what
would our model look like?

If we only had the stiffness and size data, then we would conclude that the tumor is malignant if
stiffness
> slope. This rule makes use of the slope of the dividing line on the stiffness vs. size
size
graph. The region above the dividing line includes data points that are most likely correspond to
a malignant tumor.
We now need to combine these with the calcification data in a way that will reliably predict
whether or not the tumor is malignant. But wait a minute, you might say, isn’t that sort of what
we tried with Model 1? Well, yes, but remember that the approach used in Model 1 for
combining these resulted in instances where one term in the equation would dominate. To avoid
this problem, let’s define the following risk factors:
•

Risk Factor 1: he chance of malignancy due to the stiffness versus size relationship.
F1 = 1 if

stiffness
size

F1 = 0, otherwise
•

> slope

Risk Factor 2: The chance of malignancy due to shape index versus margin index
relationship.
shape

F2 = 1, if margin > slope
F2 = 0, otherwise
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•

Risk Factor 3: The chance of malignancy due to the presence or absence of calcifications.

Previously, the presence of calcifications contributed very strongly to the overall tumor index.
This was reflected in the calcification flag CF being equal to 1 if calcifications were present and
0 without. However, by scanning the data we can see clearly that in some cases the benign
tumors had calcifications and the malignant ones did not. We would like to create a more
accurate way of assessing the contribution of calcifications to the chance of malignancy.
We can do this by giving "weighting" to the value of F3 to reflect the probability that a tumor is
malignant based on the presence or absence of calcifications. We need to know two things:
A. What is the probability of a tumor with calcifications being malignant?
B. What is the probability of a tumor without calcifications being malignant?
2. Calculate the values for A and B based on the training data.

3. What does it mean to know the probability that the tumor will be malignant or benign? How
can you factor that into your model?

4. Finally, we need to bring all of the factors into one equation that will give us a numerical
prediction on whether or not the tumor is malignant or benign. It’s your job to decide how to
account for all three factors. Be sure to include the probability in your model. Write your
complete model here and explain the rule for determining whether the tumor is malignant or
benign.

Phase 4: Testing the revised model
1. Apply Model 2 to the data on Table 4. Check your results against the predictions.
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1. Was Model 2 a better model than Model 1? Why or why not?

2. How would you improve on Model 2?

3. When creating models or characterizing a disease, why do we want to look at lots of different
cases instead of just a few? What would be the risk if we based our model on only one or two
cases of the disease?

4. Model 2 indicates the chance of malignancy in % whereas Model 1 indicates an absolute
”malignant” or “not malignant” based on its tumor index. Which of these ways of reporting
do you think is better? Explain your reasoning.
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Final task
Your final task is to write a training manual that would be given to physicians to explain how the
model was constructed and how it should be used to analyze patient data. In this document, you
will summarize the process you went through to create and test the model and discuss any
limitations in the final model. You will need to explain which factors were included in the
model, and how they were weighted in the analysis and why.

Rubric
Introduction
• Brief introduction to medical imaging.
• Outline the goals for this project.
Mathematical Model
• Model accurately represents the data.
• Model includes data from at least three factors.
• Model includes probability of diagnosis.
• All equations are numbered and explained in the text
(including definitions of parameters).
Training Manual
• Explains how the model was created, including which factors
were included and why. Be sure to explain how the factors
were weighted in the analysis.
• Explains how the model can be used to make a diagnosis.
• Explains the limitations to the model.
FAQ Section
• Answer questions that patients might have for doctors, such as:
o What does it mean to have a certain probability of
malignancy?
o Why aren’t the factors weighted equally?
o What is a mathematical model?
o How do images help you to build a mathematical
model?
o (any others you can think of!)
Writing & Style
• Writing is grammatically correct and free of spelling errors.
• All references are cited.
TOTAL
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Points
Earned

Points
Possible
10
10

10

10

10
50
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